JavaCloak — Considering the Limitations of Proxies for Facilitating Java Runtime Specialisation

Karen Renaud
University of South Africa, Muckleneuk Ridge, Pretoria, South Africa, reauk@unisa.ac.za

Abstract

This paper discusses issues pertaining to mechanisms which can be used to change the behaviour of Java classes at runtime. The proxy mechanism will be compared to and contrasted with other standard approaches to this problem. Some of the problems the proxy mechanism is subject to will be expanded upon. The question of whether statically-developed proxies are a viable alternative to bytecode rewriting was investigated by means of the JavaCloak system, which uses statically-generated proxies to alter the run-time behaviour of externally-developed code. The issues addressed in this paper include ensuring type safety, dealing with the self problem, object encapsulation, and issues of object identity and equality. Some performance figures are provided which demonstrate the load the JavaCloak proxy mechanism places on the system.

Keywords: Reflection, Java, Proxies, JavaCloak, Runtime Specialisation.

Computing Review Categories: D.1.5, D.3.3

1 Introduction

There is often a need to specialise the runtime behaviour of classes long after implementation of the classes. There are a number of non-functional requirements which could require such specialisation such as, for example, security, system instrumentation and distribution. Post-implementation specialisation can be achieved by:

1. Tailoring source code [20];
2. Providing a customised Java Virtual Machine (JVM) [8, 10, 15];
3. Using wrapper/proxy objects. The wrapper/proxy pattern was identified by Gamma et al in their seminal book on design patterns [9]. Dynamically-generated proxies were used by Welch and Stroud in their Dalang system [17];
4. Bytecode Engineering:
   (a) Pre-Load-time — Providing bytecode-rewriting tools to allow programmers to make changes to class bytecode [4, 6].
   (b) Load-time — Providing a custom classloader\(^1\) which integrates a meta-object protocol with the original bytecode. These approaches are illustrated in the Javaassist and Kawa\(^2\) systems [2, 19].

Each of the above approaches has both advantages and disadvantages. Section 2 will discuss the pros and cons of these mechanisms. Many of the approaches have been tried and tested but the effects of one, namely that of statically-generated proxies, has not yet been quantified. The research reported in this paper was done to investigate both the viability of using statically-generated proxies for runtime specialisation, and the suitability of Java for expediting such specialisation. To this end the JavaCloak system was developed, using Java. JavaCloak uses statically-developed proxies to alter system runtime behaviour. The system is described in Section 3. Section 4 discusses the problems JavaCloak encountered — related to the use of proxies. Section 5 presents the results of performance measurements with JavaCloak proxies. Section 6 concludes.

2 Runtime Specialisation

Source-code tailoring cannot really be considered to be a runtime specialisation technique although it is often used as a mechanism for post-implementation adjustment of behaviour. Source-code tailoring will always be an inelegant and untenable solution to the problem because programmers may introduce new errors into the program, change the behaviour of the program, or omit to insert code consistently throughout the program.

Customised JVMs provide a better solution than source-code tailoring but are often not a viable option due to their being non-standard, and often tightly
linked to one specific platform.

The latter runtime specialisation mechanisms, bytecode engineering and proxies, will be discussed in the following two sections.

2.1 Bytecode Engineering

Some researchers have investigated tools and techniques that allow Java bytecode to be changed without needing access to the source code. These tools can be divided into two categories, those that support bytecode rewriting [4, 6] and those that provide a meta-object protocol [18] and dynamically adapt code at runtime [11].

The bytecode-rewriting tools in the first category are very useful as they allow programmers to change a class definition to meet a local need. For example, the bytecode of a class can be changed to ensure that it is compatible with the Java Object-Serialization mechanism so that instances of the modified class can be passed across a network or written to disk.

However, bytecode rewriting has a number of disadvantages. The changes must be applied every time a class requiring it is recompiled (to ensure the rewriting has been correctly applied to the newly generated bytecode) and there is the extra effort of determining whether a new version requires amending or not.

In addition, systems that require bytecode to be rewritten, such as ObjectStore’s PSE Pro [5], may burden the programmer with the management of two sets of classes. For example, one class (A) may depend on another class (class B) that has to be post-processed. Class B should therefore be compiled first and post-processed before class A is compiled. Tracking these kinds of relationships for significant bodies of code is a non-trivial problem. This kind of bytecode rewriting is simply performed at too low a level of abstraction. A higher level of abstraction is required and thus the meta-object protocol approach has been developed [19].

Meta-object protocols [12] are a powerful programming paradigm for associating new behaviour with a program. The authors of [18] have defined a meta-object protocol for Java that rewrites bytecode at load time. The Kava approach allows either the addition of new behaviour to the class or the ability to selectively override invocations on a method-by-method basis [18]. Kava also allows exception handling to be intercepted so that exceptions can be overridden.

Javassist [2] is another a bytecode rewriting tool based on structural reflection. It also makes use of a meta-object protocol. However, it does not support reflection on methods inherited from superclasses [19] — a problem that has been resolved by Kava.

The system described by Keller and Hölsle in [11] is targeted at integrating Java classes with other, non-compatible, classes. This system is based on the dynamic adaptation of bytecode, as the class is loaded into the Java virtual machine. The programmer identifies which class should have its bytecode modified to ensure that the classes can interoperate. Their system ensures that incompatible classes can be used together by adding, renaming or removing methods, or by changing the class hierarchy.

Dynamic bytecode rewriting imposes a runtime overhead when loading classes. This overhead could be reduced by performing the post-processing once, statically, before the program is run. However, all the classes that the program could possibly use would have to be identified and it would have to be re-applied every time the related meta-object is changed.

2.2 Proxies

The definition of proxy used in this paper accords with that of Gamma et al [9]. Proxies may augment, or report on, the behaviour of the original classes. Most runtime specialisation is done in order to add non-functional properties to the system, so that the functionality of the original class will often still be required. Thus proxies will probably be required to invoke methods on instances of the original, matching classes. Proxies can be set up at different times:

- **Compile-time** — such proxies are generated statically, and compiled and then loaded by the JVM instead of the original classes.

- **Load-time** — such proxies are generated on-the-fly by providing the JVM with a customised classloader. This classloader generates the wrapper and provides it in place of the original class [17]. The substitution is thus done when the application requests an instance of a class that is being wrapped, causing a different definition of the class to be loaded.

- **Runtime** — this can only be done by means of a reflective JVM [14], which allows the already-loaded bytecode to be altered so that a proxy can be substituted for the original class.

The Java 2 platform (version 1.3) defines dynamic Proxy classes [1]. These classes implement a list of interfaces invoked at runtime when the class is created. However, a Proxy class has a number of undesirable properties from the point of view of runtime specialisation:

1. Dynamic proxy classes are public, final and cannot be abstract — which means that they cannot form part of an inheritance structure;

   3 The terms "proxy" and "wrapper" are synonyms in this paper.

   4 It may be possible to work around a number of these issues.
The proxy class must extend java.lang.reflect.Proxy — once again causing problems with inheritance;

A programmer-defined invocation handler must be used to dispatch the method invocation to the wrapped instance at runtime — requiring the skills of an expert programmer; and

The Java security domain of the proxy is the same as that of system classes loaded by the bootstrap classloader, such as java.lang.Object, because the code for the proxy class is generated by trusted system code. This security domain is typically granted the Java security permission java.security.AllPermission, and so these proxy classes are effectively not restricted by the Java 2 security mechanism.

Given the above limitations of Java-provided proxies, an alternative approach was explored, which exploits statically-generated proxy classes. The programmer can customise the generated proxy source code so as to change the runtime behaviour of the class that the proxy class wraps up the original class. This system is called JavaCloak [16] and was developed in order to investigate both the viability of such a scheme as well as to determine the performance penalty associated with statically-generated proxies.

JavaCloak has worked well for simple cases. However, Java’s runtime typing rules and other facilities, such as the capabilities of the java.lang.reflect package, prevent us from providing as general a model as possible.

3 The JavaCloak System

The problems with load-time generated proxies are well known [17]. However, statically-generated proxies have not been tried and tested, due to the fact that the JVM will not load proxies in place of the original classes unless they have the same names as the original classes, and if they have the same names proxy objects cannot access instances of the original classes and so proxies are unable to delegate method invocations. In order to test statically-generated proxies two problems have to be overcome:

1. How does one get the JVM to load the proxy classes instead of the original classes when an instance of the wrapped class is requested by the application — if instances of both classes need to be created at runtime (in order to allow delegation of method invocations to instances of the original classes)?

2. If one overcomes the previous problem, how does one then access the original classes from within the proxies — in the light of the fact that the proxies and the original classes have the same name? The JVM generally expects a class definition to be unchanging. It will routinely generate a ClassCastException if it encounters an instance of a class that differs, in definition, from other instances of the same class.

The JavaCloak system has solved the former problem by altering the CLASSPATH at runtime and the latter by using a customised classloader at runtime. The proxy objects are statically and automatically generated, by using the Java reflection package (java.lang.reflect) to mediate access to the original objects — and are produced in the form of Java code.

The required behavioural changes can be incorporated into this code by the programmer — a process that requires no additional programmer skills. The programmer is free either to augment the classes with reporting facilities in the very simplest case, or to change the behaviour of the methods completely by invoking a method on an instance of another class altogether, or on a remote object.

After the customisation of the proxy source code has been performed, and they have been compiled, instances of the proxy objects are created at runtime when the application instantiates an instance of the original class. The proxy code then delegates all calls made on its instance’s public methods to equivalent methods defined on the instance of the original class. The process becomes more complex when parameters and return values are involved — hence the inclusion of the JavaCloak runtime manager.

The key enabling features of JavaCloak, shown in Figure 1, will be described below:

1. Proxies — The pre-runtime generation of proxies should ensure that the runtime penalty of using JavaCloak is minimised and secondly that the Java programmer can specialise the runtime behaviour of the class in a finely-grained and flexible manner.

2. Manipulation of the CLASSPATH at runtime — the location of the proxy classes is inserted into the CLASSPATH instead of the location of the original classes. The location of the original classes is then provided for use by the JavaCloak classloader by means of a runtime system property setting.

3. A customised classloader — JavaCloak makes use of a specially defined classloader, embedded within the runtime manager, to load the original classes at runtime. This classloader loads the original definition of the class from a

This could also be seen as source-code tailoring but it should be borne in mind that this is much simpler to do since the forwarding model is very simple and the programmer cannot introduce errors into the original code or change the behaviour of that class in any way.
location supplied to the classloader by a runtime variable when the application is executed. The JVM tests type-equivalence by comparing both the class name and the instance of the classloader that loaded the class. Thus if two different classloaders are used to load classes with the same name the JVM does not consider the classes to be identical.

4. The JavaCloak runtime manager — this manager is the key to JavaCloak’s extra level of abstraction. The runtime manager encapsulates the classloader and loads the original classes when requested by the proxy objects. It also maintains a mapping between proxies and their matching original objects so that any parameters passed between the two can be translated as required.

For instance, say a method invocation passes an instance of a proxy class as a parameter. The proxy class has no meaning to the original class and, if passed to it, would cause the system to generate an exception. The runtime manager offers a facility for substituting original objects so that such parameters are ‘unwrapped’ before they are passed to the method in the original class.

In the same way the original object may pass a reference to a wrapped object back to the proxies. The runtime manager offers a facility to substitute the proxy for such objects again so that they do not cause ClassCastException exceptions in the application (which has no concept of the original classes).

The structure of interaction between the application, proxy and JavaCloak runtime manager is shown in Figure 2. When the proxy is instantiated it asks the runtime manager to instantiate an instance of the original object. The runtime manager then:

1. uses the customised classloader to load the original class definition from the location specified in the runtime variable.
2. creates an instance of the original class.
3. inserts an entry into the mapping table linking the proxy to the original object.
4. returns a reference to the original object to the proxy.

When a method is invoked on the proxy the following occurs:

1. If the method has parameters and the parameter objects are references to proxies then the proxy asks the runtime manager for references to the original objects.
2. The proxy invokes the method on the original object.
3. If the method returns a value the proxy receives the return value and stores it in a variable of type Object:
   (a) If the return value is an instance of a wrapped class then the proxy asks the runtime manager for a reference to the matching proxy object and the proxy returns the reference to the proxy object to the application.
   (b) Otherwise the return value is ‘casted’ to the correct type and returned to the application.

JavaCloak has been used successfully to wrap classes and to report on access to instances of these classes. The following section will discuss some problems en-
countered with the use of JavaCloak proxies for reflection.

4 Proxy-Related Problems

The proxy approach is not without its problems. One JavaCloak-specific problem is that JavaCloak makes use of manipulation of the CLASSPATH in order to divert the JVM to the proxy classes rather than the original classes. This obviously won’t work for system classes which are loaded by the JVM automatically and not by means of a search of the CLASSPATH. This problem could be alleviated by the provision of a customised classloader to the JVM. Other generic proxy-enabled reflection-related problems will be discussed in the following subsections.

4.1 Type Safety

It is important for the smooth functioning of a system incorporating JavaCloak proxies that the proxies be type-equivalent to the original classes. Therefore the generated proxy must have the same fully-qualified class name as the original class and it must be loaded at runtime by the correct instance of the classloader. This ensures that the application can use the proxy as if it were the original class, and the inheritance structure is not broken. There are some tricky problems related to this apparent transparent substitution, some of which have been solved, and others of which remain.

4.1.1 Maintaining Two Identical Class Names

One runtime problem that JavaCloak had to overcome is that the JVM needs to have instances of both classes within the system at the same time. One cannot load two different definitions of the same class name into the JVM without some special mechanism. The only way to achieve this apparent conflict is by means of the use of a different classloader for each class. This is because the JVM tests type equivalence by testing both the class name, and the classloader that loaded the class definition. If the two classes are loaded by two different classloaders the JVM considers them to be different classes — even though the fully-qualified class names are the same.

Once the two classes are in the JVM it is essential that instances of the two classes be kept strictly separate. If instances of these two classes are used in the same piece of code, e.g., one instance is passed to one of the methods of the other instance, a class-cast exception will be raised. The JavaCloak runtime manager is used to maintain a strict separation between the two types of objects. This is achieved by only mentioning the type of the original class as a Java String and manipulating it via the reflection mechanism defined in java.lang.reflect.

4.1.2 Public fields

It is possible for the original definition of a class to contain non-static public fields. If this is the case, to ensure correctness it must be possible for the field to be accessed directly from the application — and not only via programmer-provided set and get methods. Unfortunately Java does not model field access as method invocation, so there is no opportunity to redirect accesses to the public fields via the proxy if the application accesses the fields of the original class directly. Given the current definition of Java, providing the application with access to public fields consistently and transparently in the presence of JavaCloak proxies is not possible.

In following the proxy approach, we need to either implement a system of ‘watchers’ for each public field, or assume a clean object-oriented programming model where all field accesses are controlled by means of suitable method calls that can then be used to forward the call to the original object. There is no support in Java to be able to implement the ‘watchers’, thus the only approach is to assume (and limit the programmer) to a clean object-oriented programming model.

4.1.3 Inheritance

This is a tricky problem for JavaCloak. If JavaCloak provides a proxy for class B, which inherits from class A, which also has a proxy, it is important for there not to be multiple links between the proxy world and the wrapped world. The need to keep these two worlds apart was alluded to in Section 4.1.1. JavaCloak must ensure that proxy A’s constructor does not request the runtime manager to create a matching original object if it is invoked from B’s constructor.

To illustrate this point, consider the situation as shown in Figure 3. We have a class V, which is extended by a class FSV, in turn extended by class DFSV. The application instantiates an instance of DFSV. Since the system loads the JavaCloak proxy rather than the original class, DFSV is loaded. Since FSV and V are also wrapped, DFSV’s constructor will also create an instance of both FSV and V. If each constructor automatically creates an instance of the matching original class, the links will be as shown on the left-hand side of the diagram.

---

8The term ‘reflection’ is generally used to denote the ability of a system to change its behaviour by examining certain properties at runtime and adapting the system depending on these properties. Some authors would refer to JavaCloak’s activities as reflection, and others would refer to it as runtime specialisation. The authors of [17] use the term reflection to refer to their proxy-based approach, and their example will be followed from here onwards.

9This argument also applies to fields marked protected and those that are scoped at the package level in Java.
The multiple links will cause havoc when proxy objects invoke superclass methods, because any changes made by methods invoked on DFSV which makes state changes will not be reflected in the superclasses of the original objects — because the associated original objects are totally unrelated to one another.

The position should be as shown on the right — where the inheritance structures in the two worlds are totally unconnected — except at the initial explicit level within the instantiated proxy instance.

A related problem concerns inheritance from proxy classes. If class B now has a subclass, C, which is not wrapped, the correct behaviour of this subclass’s methods is debatable. It is a simple enough matter to wrap the superclass and to invoke methods that C invokes on the (proxy) superclass on the matching original class. The difficulty occurs when one considers methods that C defines. Should C also be provided with a proxy? The SOM approach, which makes use of meta-objects, requires C to have a related meta-class which is a subclass of the metaclass related to B [7]. They thus require any subclasses of ‘wrapped’ classes to also be ‘wrapped’. These types of issues are not trivial to solve and JavaCloak has yet to come up with a satisfactory solution.

4.2 Self and Encapsulation

The JavaCloak approach implements the proxy class and the wrapped class separately. This leads to two problems, the self [13] and the encapsulation problem.

The self problem arises because the meaning of self (or this in Java programs) is different in the proxy and in the wrapped instances. Thus the original object could instantiate a new instance of the same class. This object would not have a matching proxy object and therefore the behavioural modification being applied by the proxy would not be applied to this newly instantiated object. Lieberman [13] argues that inheritance-based languages such a Java cannot be used to implement delegation, which is, in essence, what a proxy does. If the programmer needs to intercept accesses to all instances of the original class this limitation is a problem, but if one wishes merely to intercept all accesses by the client program the proxy approach does not present a problem [17].

If the original object returns a reference to itself (this), or to another instance of the same class, to the proxy, this will be intercepted by the runtime manager. If a matching proxy already exists the proxy instance will be substituted, and if not, a proxy instance of the return value will be instantiated and returned to the proxy. This mechanism works when simple references to wrapped objects are passed back to the caller, but when a direct reference to an original object is embedded in another object that JavaCloak has no control over, then the situation is not solvable: the reference may be private which means JavaCloak cannot access it to perform the required conversion.

Hence in JavaCloak it is possible for a direct reference to an original instance to be passed across the boundary, thus breaking the proxy model. This occurs because a logical proxy model is being used and Java does not allow the redefinition of the meaning of this in the original object.

4.3 Identity and Equality

Any existing object-identity operation will work in JavaCloak because the identity of the two proxies will be compared, rather than the two original objects. However, if the reference to the proxy is passed to a service that follows the graph of objects reachable from the proxy, as Java’s object serialization does, then the proxy and the real object will be serialized, which the programmer may not intend.
In JavaCloak, all invocations on the public methods of an object are intercepted at the proxy, including the `hashCode` and `equals` methods defined on `java.lang.Object`. Thus, in JavaCloak, it is not possible to perform these operations on the proxies themselves as the `hashCode` and `equals` methods are forwarded to the original instance. This means that, at the JavaCloak implementation level, we cannot make use of these methods to manage the proxy. However, the JavaCloak management makes use of a `java.util.Hashtable` which needs to be able to call the `hashCode` and `equals` methods on the proxy. This requires additional objects to be registered with the lookup mechanism which then operate as a placeholder for the proxy when performing a lookup on it, via the hash table. The objects themselves cannot be used, so these tokens represent the real objects in this case.

When calling forward on the `equals` method it is necessary to translate the call from an operation on two proxy objects (this and the argument to `equals`), into an operation on two original objects. This is made possible by performing a proxy to original lookup in the JavaCloak runtime manager.

### 4.4 Transparency

Welch and Stroud [17] cite a number of difficulties inherent in the transparent addition of non-functional requirements by means of reflection — one of which is the handling of exceptions. There are two aspects to be considered:

1. Certain exceptions are declared in the method headers and are therefore ‘expected’ by the application. One may wish to intercept these exceptions for the purposes of better reporting or more standardised exception handling. Welch and Stroud [17] note that some researchers feel that this type of action allows adaptive runtime redefinition of exceptional behaviour [3]. Welch and Stroud argue that exception handling should not be re-definable but acknowledge the need for it in certain situations such as distributed exception handling.

2. A bigger problem for JavaCloak is that ‘unexpected’ exceptions may be thrown — caused by the reflection mechanism. These exceptions need to be handled in some consistent way, both in order to minimise disruption of the application, and so that the reflection system developers are apprised of the problem in case the exception was caused by a bug in the reflection code.

### 5 Performance Results

This section describes the typical runtime performance overhead of using a JavaCloak proxy. The timing results were taken on a lightly loaded Pentium II with version 1.3 of Java 2 from Sun Microsystems. The original class that was wrapped is given in Figure 4 and a proxy for it was generated by JavaCloak. A small test program was written that created a thousand instances of `Square` and invoked methods `draw`, `moveX` and `getSquares` on each. This program was run twenty times, both with and without the proxies, and an average taken. All the figures given are in seconds for one method invocation or one call to the constructor. The times for the proxy are on the right of the pair in Table 1.

<table>
<thead>
<tr>
<th>Constructor</th>
<th>draw</th>
<th>moveX</th>
<th>getSquares</th>
</tr>
</thead>
<tbody>
<tr>
<td>0.0058</td>
<td>0.2799</td>
<td>0.0204</td>
<td>0.0872</td>
</tr>
</tbody>
</table>

---

```java
public class Square {
    public Square() {}
    public void draw() {}
    public void moveX(int delta, Square[][] sq)
        throws NullPointerException {}
    public Square [][] getSquares() {}
}
```

Figure 4: Original Class Used to Collect Performance Results

It is obvious from the table that JavaCloak proxies introduce a substantial overhead. In the constructor this is due to reflecting over the methods, and registering the proxy and the actual object with the JavaCloak runtime mechanism.

The overhead imposed on the invocations stems from needing to track the relationship between the proxy object and the wrapped object. For example, when an instance of `Square` is passed back from itself by the `getSquares` method, we need to map this value to its corresponding proxy. Currently, this is performed by means of a runtime lookup by the JavaCloak runtime manager. This section should not be taken as evidence that the idea of proxies in general is bad or inefficient. The

---

The implementation of the methods has been elided to save space as this is not relevant to this measurement.
performance overhead presented above is for one particular implementation of JavaCloak and there is room for improvement in these figures.

6 Conclusions and Future Work

Welch and Stroud [19] report that their Kava bytecode rewriting mechanism currently doubles the cost of instructions. The work reported in this paper has attempted to determine whether the proxy mechanism is a viable competitor to bytecode rewriting. It is clear in the current implementation of JavaCloak that the cost associated with statically-generated JavaCloak proxies is even higher, however there is room for improvement in the implementation.

The limiting factor is not so much the performance overhead, but the fact that Java does not allow the implementors of JavaCloak to seamlessly integrate their code with the code of someone using JavaCloak. This is primarily due to not being achieve the necessary flexibility when working at the source-code level.

Acknowledgement

I acknowledge the contributions of Huw Evans at the University of Glasgow. His collaboration and insights are greatly appreciated.

References